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abstract

The debate over the most appropriate software develop-
ment methodology to use continues to rage. In recent 
years, with the advent of Agile methodologies like eXtreme 
Programming (XP), the debate has become sharper, since 
such methodologies present a clear contrast with tradition-
al prescriptive approaches, which are largely derived from 
the basic premises of the waterfall development model. 
Regardless of whichever approach is adopted in the com-
mercial world, many of us teaching Software Engineering at 
the undergraduate level fi nd such approaches inappropri-
ate for effective teaching. The traditional approaches usu-
ally involve extensive document/artifact preparation. For a 
reasonable classroom-type problem, the documentation 
effort becomes overwhelming compared to the complex-
ity of the fi nal code, thus rendering such approaches “top 
heavy.” A lean, yet consistent, methodology that enables 
students to develop a well-engineered software system is 
necessary. On the other hand, approaches like XP, when 
executed by novices in a learning environment with time 
constraints, often degenerate into “hacking.” This paper 
proposes an approach whose main guiding principle is the 
maintenance of traceability across the various phases of 
the software development life cycle. The approach is philo-
sophically consistent with both the prescriptive and Agile 
methodologies. We have used this approach to teach the 
main Software Engineering courses at our predominantly 
undergraduate institution. Our experience indicates that 
the approach is lightweight enough to enable the teaching 
of a set of consistent software engineering concepts in a 
semester time frame, and also provide students time to 
exercise these concepts in a term project. 

1. introduction

Teaching a Software Engineering course as part of a larger 
undergraduate Computer Science curriculum that has 
space for only one or two Software Engineering-oriented 

courses has always been a signifi cant challenge. This is 
especially true in small colleges like SUNY Brockport that 
have a high proportion of adult and commuter students 
who have limited amount of time available outside class 
hours. A typical Software Engineering course in such 
a curriculum seeks to provide an overview of the basic 
principles such as the concept of a development life cycle, 
analysis and design techniques, project management, risk 
management, etc. It also seeks to impart some depth to 
these concepts in various ways – e.g., by discussing the 
nature of artifacts created in each phase of the life cycle, 
use of methodologies and tools that support them (e.g., 
the Unifi ed Modeling Language - UML [6]), and requiring 
the students to complete a signifi cant term project. Such a 
term project should resemble a commercial development 
project to the greatest extent possible, and require some 
signifi cant, in-depth work for each of the phases of the life 
cycle. Striking the right balance between the breadth of 
concepts presented, and the depth to which each concept 
is taken, is where the challenge mainly lies.

Modern software development trends require the 
Software Engineering course to adopt the Object-Oriented 
(OO) approach. Languages like Java are now the main ve-
hicles of instruction in the early courses of the curriculum. 
Despite the use of Java, few students learn the principles of 
good OO design in these courses. As described in [2], the 
focus in CS-1/CS-2 is on general problem solving skills using a 
computer. Usually, this translates into instruction on design-
ing non-trivial algorithms to solve a wide variety of problems. 
Also, since the students should actually be able to see their 
algorithms execute correctly on the computer, language 
syntax and semantics issues – especially I/O, branching 
and looping instructions – assume a prominent role. Conse-
quently, when students come into the Software Engineering 
course, which has a CS-2 pre-requisite, they have no ‘feel’ 
for OO design quality. For example, evaluating a class dia-
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gram illustrating a set of classes and their relationships for 
good cohesion and low coupling is not something that they 
can do effectively. But such a skill is one of the hallmarks of 
a good software engineer (as opposed to a “mere” program-
mer!). This further exacerbates the challenge mentioned 
above. An important question then arises: what should we 
teach in the Software Engineering course, and how should 
we teach it, so that the students obtain a solid knowledge of 
OO design, and can evaluate such designs?

Existing Software Engineering textbooks provide few 
answers to these questions. They cover a wide range of top-
ics, and provide numerous examples to illustrate many con-
cepts. If we were to take a breadth-fi rst approach and cover 
as many of these topics as possible, with a small example to 
illustrate the application of each, we fi nd that we lack a wid-
er context within which we show the use of each concept. 
Our experience with this approach has been that at the end 
of the class many students express the opinion that they 
understand, for example, what risk analysis is in a general 
sense, and where it can prove useful, but not having actually 
used it in a project where the need for it arose, they don’t re-
ally have a feel for it and would tend to forget about it soon. 
An approach that emphasizes greater depth is therefore 
necessary. But achieving depth for all these concepts would 
require an extensive term project that requires an extensive 
amount of work beyond the classroom meeting times, and 
possibly span multiple semesters. In an environment like 
SUNY Brockport, that is simply not possible.

We also examined the Agile approaches that have 
gained popularity of late, especially eXtreme Program-
ming (XP) [3]. However, our fi ndings with the use of this 
approach in an environment like ours parallel that of Clear 
[5]. XP’s goal is to avoid “analysis paralysis” by repeatedly 
releasing “working code”, yet avoid hacking, especially at 
the individual level. Also, you must stay focused on build-
ing the right product by including the customer closely in 
the development loop. Replicating such a customer-in-
volved situation in an academic environment is hard. Even 
if it could be simulated, XP requires experienced personnel 
who understand their roles clearly in a pair programming 
team (e.g., one writes code, while the other looks over his 
shoulder to ensure a good class structure), and who also 
rotate appropriately between the various programming 
teams, as XP requires. Achieving quality code in this man-
ner with students just out of CS-2, who have little under-
standing of good OO design, is very diffi cult. Also, ensur-
ing the very act of pair programming on the term project, 
requires extensive oversight on the part of the instructor, 
who must therefore be physically present at all times the 
students are working on the project. Again, in an environ-

ment like SUNY Brockport, this is impossible.
For the past couple of years, we at SUNY Brockport 

have been collaborating with ArchSynergy, Ltd., a high-
tech startup company located in our area, whose focus is 
on ensuring quality software architecture in the projects it 
executes for its clients. ArchSynergy’s extensive industry 
experience with both IT and embedded systems projects, 
tempered with some academic fl avor, has resulted in the 
emergence of the Software Engineering Effectiveness 
Model (SEEM™) [4]. By and large, SEEM is a modeling-
oriented approach that requires creation of artifacts at 
various stages of the development life cycle, similar to 
other prescriptive processes like the Rational Unifi ed Pro-
cess (RUP) [9]. Yet SEEM has its own unique perspective 
on why a particular artifact is created, and how it is used 
to further the ultimate goal of creating a correct, working 
software system. A full discussion of SEEM’s methodol-
ogy is beyond the scope of this paper. However, we must 
mention that we have found certain unique aspects of the 
SEEM methodology and model to be particularly effec-
tive in ensuring that we teach the right set of concepts in 
our Software Engineering courses, and to the appropriate 
depth. This paper outlines our experience with the use of 
these aspects in the classroom. The specifi c SEEM aspects 
that we focused on are:

i. Problem-oriented modeling. SEEM suggests that the 
analysis phase of a development effort develop a 
problem model in a strictly solution-domain inde-
pendent manner. While this idea is similar to tech-
niques advocated by other methodologies such as 
RUP, SEEM differs by strongly urging the creation of 
such a model to a level of detail necessary to com-
pletely understand and communicate the problem pletely understand and communicate the problem pletely
being solved to all interested stakeholders, includ-
ing the proposed product’s customer and the devel-
opment team. SEEM, therefore, provides guidelines 
to ensure a greater level of rigor at the analysis level 
itself. This paper describes these guidelines, and 
the advantages of using these guidelines in later 
phases of development.

ii. Strict traceability among models at various levels of 
detail. Assuming that a high-quality problem model 
has been created, design is carried out by adding 
layers of detail to the problem model in a way that 
enhances the ability to implement this model on a 
computer. To ensure that the integrity of the model 
is maintained, SEEM recommends focusing on trace-
ability techniques in order to execute this effort. A 
key idea in these techniques involves exploitation of 
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the idea that “every complex system takes the form 
of a hierarchy”. Rigorous adoption of the hierarchical 
approach to design implies that details are added in-
crementally across multiple phases to components 
identifi ed in the original problem model, until a 
detailed model that can be “trivially” implemented 
on a computer is obtained. Design Patterns play a 
key role in strategies for adding such details, as will 
be described in this paper. Emphasis on traceability 
is a key differentiator for SEEM, and we have found 
it very useful for pedagogical purposes as well, as 
mentioned in the last section of this paper.

iii. Continuous improvement of models through experi-
ence. A prescriptive approach runs the risk of incur-
ring the fl aws inherent in the original waterfall de-
velopment model. It is critical that the methodology 
allows for iteration – namely, the ability to revise the 
artifacts associated with a product in a manner that 
allows for the accommodation of implementation 
error (bug) fi xes, new requirements, etc. – in a time-
ly fashion. SEEM’s emphasis on a rigorous problem 
model and traceability ensures that any revision can 
be effected in a consistent manner. This is because 
once the fi rst artifact that is impacted by any pro-
posed revision has been identifi ed, this change can 
be propagated through the later artifacts correctly 
and almost mechanically, thanks to traceability. 
Thus, it is possible to “embrace change” in develop-
ing a full system if SEEM’s traceability techniques 
are correctly used. Consequently, we believe that 
SEEM, while it may have the “look and feel” of a 
prescriptive process, can still be Agile – in fact, it is 
an effective way of carrying out Agile modeling (see 
Ambler [1]). SEEM enables students to systemati-
cally create a correct implementation, and modify it 
quickly enough to accommodate revision needs.

Details about these aspects were illustrated by fo-
cusing on a single major case study throughout the course. 
The case study served as the primary vehicle for the il-
lustration of concepts – with no major concept presented 
unless its practical application can be illustrated within 
the context of the case study. The case study is discussed 
from conception to realization. By taking this approach, 
the students understand that they are learning a coher-
ent set of concepts whose aim is to achieve the develop-
ment of a fully operational software system that was just 
a “gleam in the eye” at the beginning of the course. Also, 
they learn important details of how they can achieve this 
goal. The role of iteration, for example, in achieving a fi nal 

high quality product becomes evident. Finally, from the 
instructor’s point of view, the single case study serves as a 
good paradigm for how the actual term project should be 
designed – best results from the students will be achieved 
if a system that is similar to the case study is assigned as 
a term project.

2. problem modeling using the seem™ approach

Successful development of a software product requires 
obtaining a clear understanding of the problem to be 
solved. Such an understanding must be documented as 
precisely and unambiguously as possible, since it needs 
to be communicated effectively to the rest of the team. 
Typically, such an understanding is captured in a require-
ments document, usually written up in natural language. 
It is also well understood that writers of this document 
should confi ne their descriptions to the “problem domain” 
– i.e., they should avoid bringing in any solution technol-
ogy considerations. Therefore, they must focus entirely 
on what needs to be done by the system, and be sure to 
exclude how it will be done using computers. While this 
goal may be achieved, the use of natural language, which 
is prone to ambiguity, is not an effective communication 
tool within the team. Consequently, SEEM recommends 
that a problem model be created starting with the problem 
statement (which will, of course, be in natural language). 
This model will contain artifacts that use modeling nota-
tions such as UML, while staying confi ned entirely to the 
problem domain. This section discusses a methodology 
that makes such modeling possible.

2.1 user stories

Like RUP using UML, SEEM advocates a use case approach. 
SEEM, however, uses the XP term user stories, although in a 
different sense. This term is employed in order to highlight 
the fact that a user story must stay confi ned entirely to the 
problem domain, and not bring in any solution domain is-
sues at all. Building a problem model begins by identifying 
a set of user stories that illustrate the base functionality to base functionality to base functionality
be provided by the system under development. Starting 
from a rather generic problem statement, such identifi ca-
tion can be challenging for students. They are, therefore, 
encouraged to think in terms of metaphors for the pro-
posed system. For example, if you are asked to build a 
video rental maintenance system, and assuming that you 
are building the fi rst such system in the world, think of a 
public library as an appropriate metaphor. This metaphor 
is appropriate because the functionality provided by a li-
brary (borrow a book, return a book, register a patron, etc.) 
is similar to the expected functionality of the video store, 
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with the only difference being that instead of books, you 
will be dealing with VHS/DVDs. 

To best illustrate the concept of metaphor usage, we 
present here the example of a Vending Machine simulation 
that was presented to our class. In order to come up with 
the set of user stories that would represent the functional-
ity of a vending machine, students were asked to consider 
an appropriate metaphor for it. After some brainstorming, 
the best metaphor that was discovered was that of an 
“Old-fashioned Candy Store”. In this store, there are jars of 
different kinds of candy labeled with a price, and the candy 
seller (who could be the proprietor, or an employee) sits at a 
counter near the door, next to the jars. The seller meets kids 
who enter through the door, and they deposit their money 
with her. She counts the money, and then they tell her what 
candy they want. If the deposited money is enough, the 
seller walks over to the jar, takes one piece of candy out 
and gives it to the child, together with any change. This is 
what mostly happens all day at the store – therefore, it lets 
us identify an important user story for the vending machine, 
which we will call “Buy Item”. Similarly, the metaphor indi-
cates the need for the proprietor to periodically restock the 
jars, or change the price on the jars, thus indicating the need 
for the user stories “Stock Item” and “Price Item”. For this 
paper, we will stay focused on the “Buy Item” user story.

Keeping the metaphor in mind throughout the prob-
lem modeling process has proved very useful to students. 
Admittedly, it is diffi cult to identify the metaphor, but if 
one succeeds in doing so, a number of modeling activities 
become much easier, as described below. Students are en-
couraged to come back to the metaphor they had in mind if 
they fi nd that they are having problems developing the rest 
of the problem model. The instructor should also present a 
problem whose functionality is suffi ciently close to every-
day experiences, such as the operation of a bank, a hotel, a 
store, etc. All of these problems involve behaviors that pro-
cess user input at the front end and manage a data store at 
the back end. Such systems, when implemented, are often 
called “GUI-on-database” (GOD) systems. Experience 
indicates that for such problems, metaphors are easier to 
identify. Note that during this phase, we emphasize to the 
students that it is important not to focus on the user input 
as coming in through a GUI, or the fact that data is held in 
the database. Input is considered simply in terms of the 
content – e.g., think of it as actual money being given, or 
an item name being told to the clerk – and the information 
that needs to be preserved over time (such as the price of 
an item) is thought of as being in a ledger, in a record book, 
etc. This way, right from the very beginning of the analysis 
phase, the focus stays on the problem alone, and no hint of 
the technologies used to eventually solve it creep in.

Having identifi ed the user story, the next step is to 
describe the details of the user story. This principally in-
volves mapping out the workfl ow associated with the user workfl ow associated with the user workfl ow
story. The metaphor itself can be looked at more carefully in 
order to identify the details of this workfl ow. There are two 
important issues to keep in mind as the workfl ow is written:

i. Think completely manually. In other words, imagine 
all operations are executed without automation. 
This way, it is ensured that you stay focused on the 
problem, and not meander into the solution.

ii. Write each step to conform to the following form: 
WHO does WHAT to WHOM. This way, it is en-
sured that you take the correct steps right at the 
very beginning towards proper allocation of roles 
and responsibilities to entities. This is the founda-
tion of good OO architecture.

It should be noted that the metaphor provides a 
guideline for writing up the workfl ow. The actual story 
may be different in detail, as shown in Figure 1 below. As 
already mentioned, the best way to write it up is to think 
of the workfl ow as being executed by human entities. The 
writer may presume the existence of a supply of free, 
inexhaustible labor while writing up the workfl ow. The 
“human entities” identifi ed will be able to carry out only 
those responsibilities identifi ed to them by the workfl ow 
description, and no other. In the design phase, the team 
will consider how to map these human entities to tech-
nology entities (e.g., objects in Java). Choosing a good 
name to refl ect the nature of the responsibilities executed 
by that entity is also important. For example, in the “Buy 
Item” user story, we assume the existence of a human 
entity called “Vending Clerk”. This name refl ects that this 
“person’s” primary responsibility is to sell items.

Emphasizing that each step in the user story work-
fl ow be written in the “WHO does WHAT to WHOM” 
form provides the students with a template for natural 
language sentences. This leads to a more structured de-
scription that is the starting point for a good OO architec-
ture. Examples illustrating this fact will be indicated in the 
rest of the paper. Figure 1 below illustrates the workfl ow 
description for the “Buy Item” user story of the Vending 
Machine example.1 This workfl ow description, and the en-
tities it identifi es, will be the focus of how we take this user 
story over to the design and later phases. 

1 We actually use a template supplied by ArchSynergy, 

Ltd. for the user story descriptions. We are not reproduc-

ing that here due to space considerations. ArchSynergy, 

Ltd. may be contacted for the template.
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workflow

1. The customer deposits a certain sum of money with the vending clerk.

2. The vending clerk counts the amount of the money deposited.

3. The vending clerk notes the customer’s credit balance, and informs the customer of the balance.

4. The customer selects the item to be purchased, and indicates his/her choice to the vending clerk.

5. The vending clerk identifi es the shelf associated with the item.

6. The vending clerk verifi es that the customer’s credit balance is enough to cover the purchase of one unit of the item.

7. The vending clerk accesses the shelf and retrieves one unit of the item, and hands it to the customer.

8. The vending clerk computes the change to be returned to the customer.

9. The vending clerk returns cash corresponding to the change.

10. The vending clerk informs the customer that his/her balance is now zero.

11. The vending clerk puts the purchase amount into the cash register.

Figure 1. Workfl ow of “Buy Item” User Story.

Figure 2. Sequence Diagram of “Buy Item” User Story.Figure 2. Sequence Diagram of “Buy Item” User Story

In the interests of ensuring traceability, it is important to check that the text describing the workflow maps 
completely and correctly to the sequence diagram, and vice versa. Let us consider how Figure 1 maps to Figure 2:

i. Steps 1, 2 and 3 of the workflow involve the customer depositing cash with the clerk, who counts it and 
reports the balance to the customer. These steps obviously map to the loop at the top of Figure 2.

ii. Step 4 of the workflow corresponds to the “askToBuy(itemName)” interaction from the customer to the 
vending clerk. Via this interaction, the clerk knows which item the customer wishes to purchase.

loop

Customer Vending Clerk

cash

askToBuy(itemName)

instantiate(itemName)

sellItem()

changeCash

item: Item

price := getPrice()

getItemPrice()

physicalItem

decrementInventoryByOne()

balance := balance + count(cash)
balance

price

physicalItem

change := balance - price

balance := 0

putMoney(price)

shelf := identifyShelf(itemName)

balanceOK := compare(price, balance)

balance

Record book

lookup(itemName)

[for all deposited cash]

shelf: Shelf register:
CashRegister
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2.2 uml sequence diagrams

The next step in the problem modeling process is to cre-
ate UML Sequence Diagrams that pictorially illustrate the 
workfl ow among the entities identifi ed in the user story de-
scription. The purpose in drawing up the sequence diagram 
is to further clarify the workfl ow outlined in the user story 
description, and check it for internal consistency. Rules for 
checking for internal consistency are given below. 

It should be noted that we are still in the problem 
modeling stage; therefore, no solution domain entities 
should be introduced here either. In fact, the workfl ow 
shown in the sequence diagram should map to the se-
quence of events shown in the user story. In the event of 
a mismatch in the mapping, the team needs to revisit the 
user story workfl ow. Figure 2 shows the sequence diagram 
for the “Buy Item” user story.

UML notation recommends use of the Actor icon 
to correspond to entities outside the system to be imple-
mented, and the object notation for entities that are within 
the system. In Figure 2, the customer and the record book 
are going to be clearly outside any implemented system, 
and, therefore, they are modeled as actors. Considering 
the fact that we are thinking completely manually at this 
point, we also model the vending clerk as an actor. This 
will change as we get to the design phase. 

In the interests of ensuring traceability, it is impor-
tant to check that the text describing the workfl ow maps 
completely and correctly to the sequence diagram, and 
vice versa. Let us consider how Figure 1 maps to Figure 2:

i. Steps 1, 2 and 3 of the workfl ow involve the custom-
er depositing cash with the clerk, who counts it and 
reports the balance to the customer. These steps 
obviously map to the loop at the top of Figure 2.

ii. Step 4 of the workfl ow corresponds to the 
“askToBuy(itemName)” interaction from the cus-
tomer to the vending clerk. Via this interaction, the 
clerk knows which item the customer wishes to 
purchase.

iii. Step 5 requires the vending clerk to identify the 
shelf associated with the item to be purchased. In 
the manual situation, it is evident that the clerk, sit-
ting in front of the shelves, can see which shelf con-
tains which item, and can therefore easily identify 
the shelf associated with the customer-indicated 
item. While drawing up the sequence diagram, and 
checking it for consistency according to the rules 
enumerated below, we realize that the vending 
clerk entity must “know” a collection of shelves, 
from which it can use the item name to identify 

the correct shelf to work with. The developer thus 
realizes that there must be some functionality in 
the implementation that sets up the vending clerk 
with the knowledge of a collection of shelves. 
This will be part of the design process (a “System 
Startup” use case, not discussed in this paper). For 
now, we simply realize that the vending clerk must 
know a collection of shelves. Since this detail is not 
shown in the sequence diagram, the interaction 
“identifyShelf(itemName)” is a “self message”. The 
fact that the correct shelf must be identifi ed is a key 
abstraction that must be part of the workfl ow of this 
user story. The details surrounding this fact will be 
considered during a later phase. 

iv. Step 6 is tricky, and illustrates the need for having 
a sequence diagram to further clarify the outlined 
workfl ow. The natural language description simply 
states that the vending clerk “verifi es” that the 
customer’s balance is enough. While drawing up 
the diagram, we realize that effecting this verifi -
cation really requires the clerk to know the price 
of the item being purchased, in addition to the 
customer’s balance. Let us assume that the clerk 
cannot “see” the price written on the shelf. If this 
is the case, then the clerk will have to look up the 
proper page in the record book for the concerned 
item, and note the price. We could have incorpo-
rated this logic in the sequence diagram, by having 
the “lookup(itemName)” interaction emanating 
from the vending clerk, and the item’s details going 
back to it. This would be perfectly OK, as it would 
trace correctly to the described workfl ow. But in 
Figure 2, we show that the vending clerk actually 
asks the identifi ed shelf for the price of the item (via 
the interaction “getItemPrice()”), and it is the shelf 
that does the actual job of retrieving the price and 
passing it back to the clerk. This implies a “smart” 
shelf, which is sort of hard to envisage if we are 
advocating “thinking completely manually” during 
this phase. Students are advised to think in terms 
of “gremlins” inside entities (the free, inexhaustible 
labor!) that can do a particular task – such as look 
up the price of an item – and nothing else. This way, 
we can achieve a better distribution of responsibili-
ties during the analysis phase itself, thus leading to 
better cohesion.

Furthermore, it is important to note the process 
by which the “smart” shelf looks up the price of an 
item. Looking up the price in a book implies the need 
to go to the book, fi nd the right page and note the in-
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formation on that page. The shelf entity itself could 
carry out this task. However, the shelf is shown as 
instantiating a separate Item object – an object that 
is not mentioned in the workfl ow description of Fig-
ure 1. Why is this there? First, consider what it does: 
the instantiation process of this object actually looks 
up the record book page that contains the price in-
formation for any item stocked on that shelf. At the 
end of this lookup, the information for this item in 
the record book is part of the Item object’s state, 
and can be accessed. The shelf accesses it in the 
“getPrice()” interaction. The Item object, therefore, 
is one that possesses the ability to look up a perma-
nent data store to retrieve information, and will also 
possibly possess the ability to write its state back to 
the data store. We advise the students to localize 
data store access in such clearly delineated objects, 
which we call “Persistable” objects. As a result, the 
shelf, which has other responsibilities, delegates the 
data store lookup functionality to the Item object. In 
manual terms, the instantiation of a “Persistable” 
object corresponds to looking up the appropriate 
page of a ledger, or identifying the right index card 
in a rolodex, etc. The interactions shown in Figure 
2 between the shelf and the Item object constitute 
a “Persistable object use” pattern that can be re-
peated in other contexts. The actual “Persistable” 
object involved in the interactions can be thought 
of as a page in the ledger, or an index card, that has 
been temporarily retrieved for lookup purposes, and 
will be put back, possibly after modifi cation. 

Finally, after receiving the price back, the vend-
ing clerk compares the customer’s balance with the 
price in the “self message” labeled “compare(price, 
balance)”, thus completely clarifying all the func-
tionality required in Step 6. 

v. Step 7 corresponds to the interactions starting from 
the one labeled “sellItem()” from vending clerk to 
shelf, and ending in the interaction labeled “physicalI-
tem” from vending clerk to customer. Similarly, the in-
teractions corresponding to Steps 8 – 11 are obvious.

The sequence diagram shows the “greased path” 
through the workfl ow – the way things are supposed to 
happen when everything goes right. For example, it is 
possible that the balance will not be enough. This would 
correspond to an alternate workfl ow, which could be 
shown in a different sequence diagram. It is essential to 
identify such workfl ows for testing purposes. A detailed 
description of such workfl ows is extremely important in a 

Software Engineering course, but is beyond the scope of 
this paper. 

In addition to checking that the sequence diagrams 
properly maps to the described workfl ow, the diagram 
must also be checked for internal consistency. Firstly, 
each sequence diagram must start with an interaction that 
comes in from an entity that is clearly external to the sys-
tem (in this case, the customer). At the end, this external 
entity must receive an interaction that clearly provides it 
with value as outlined in the user story. In between, the 
workfl ow must be checked using the rule – “Only talk to, 
and use, entities you know”. Rules by which one entity E1 
may “know” another entity E2 are:

i. E2 is “globally known”. In OO systems, the Singleton 
[7] design pattern may be used to create globally 
known entities. In Figure 2, it could assumed that 
the collection of shelves making up the vending ma-
chine is globally known – this collection is created 
at system setup time, and made globally available. 
Hence, the vending clerk can use the item name to 
identify and access the appropriate shelf.

ii. E1 instantiates E2. In Figure 2, the shelf entity is 
given the responsibility of getting the price of its as-
sociated item. However, in order to accomplish this 
task, if we simply showed the shelf, after it received 
the “getItemPrice()” interaction from the vending 
clerk, as sending a “getPrice()” interaction to the 
Item object, we would be internally inconsistent. It 
is important for the shelf to actually instantiate the 
Item object, which in turn, would result in the Item 
object going to the record book and retrieving its 
state, after which the price can be retrieved.

iii. E1 receives E2 as a parameter or a return value. In Fig-
ure 2, ‘itemName’ is received as a parameter; hence 
the clerk can use it to identify the shelf. Similarly, 
‘price’ is received as a return value, hence it can be 
used in the “compare(price, balance)” interaction.

iv. Any entity E2 received or instantiated by E1 may be 
remembered by E1 (e.g., kept as an attribute). In this 
case, E1 may use E2 in later interactions. In Figure 
2, the vending clerk must somehow remember the 
‘price’ information after it is fi rst received, since it 
will be used slightly later on to compute the change. 
The sequence diagram may be annotated (see Fig-
ure 3) to indicate what E1 “remembers”.

Our experience with the projects done over the 
past few semesters with students indicate that most user 
stories associated with GOD systems provide a service to 
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the user. Receiving this service requires the user to go a 
primary service coordinator entity, such as a clerk, a teller, 
a secretary, etc. Modeling the workfl ow associated with 
the provision of such a service using such a coordinator 
entity as shown in Figures 1 and 2 results in quite elegant 
workfl ow descriptions and sequence diagrams. We there-
fore encourage students to think in terms of such a coor-
dinator entity as they seek to build up a rigorous model 
of the workfl ow. It is important, however, to ensure that 
the coordinator entity does not get too “loaded” – in other 
words, it is not the one that shoulders the responsibility of 
executing all the business logic. If this happens, then it is 
advisable to consider how “smartening up” other entities 
may redistribute the responsibilities, as we have shown in 
Figure 2 with the “smart” shelf. Even after such redistri-
bution, the coordinator entity remains the initial, and an 
important, contact point for the user of the service. In our user of the service. In our user
example, the customer entity is such a user, and is mod-
eled as an Actor. Finally, we must mention that at the other 
end, it must be made clear during this phase itself how 
the persistent data storage is accessed/modifi ed. While it 
may seem to some that the creation of transient “Persist-
able” objects at this level is overkill, we believe that it is 
important for students (and indeed, any developers) to be 
clearly aware of the exact mechanism for accessing per-
sistent storage at the problem domain level itself – hence, 
we insist on the clear identifi cation of “Persistable” objects 
and the interaction pattern for using them. For the kind of 
GOD systems we provide as term projects, this proves to 
be very useful.

2.3 class diagrams and esb cards

Class diagrams that show static relationships between 
classes can also be created, but it may be diffi cult at this 
stage, since, for example, the multiplicity of relationships 
may not be known. SEEM recommends that a class dia-
gram be created to show “Persistable” entities, such as the 
Item class of Figure 2. 

It is more important to create Entity-State-Behavior 
(ESB) cards, an artifact inspired by Class-Responsibility-
Collaboration (CRC) cards [11]. These cards will be the 
primary interface between the analysis phase (where the 
problem model is drawn up) and the design phase. Each 
entity identifi ed in the set of sequence diagrams will have 
its own ESB card. The behaviors identifi ed in the ESB card 
will be a union of all “in arrows” for each entity across all 
sequence diagrams. The ESB card for the Vending Clerk 
entity is shown in Figure 3.

name: Vending Clerk

stereotype:

Entity

description:

Is the main interface between the customer and the store

behavior: context:

Deposit cash Buy Item

Buy one unit of an item Buy Item

state:

Know customer balance

Figure 3. ESB Card for “Vending Clerk.”

From Figure 2, the Vending Clerk gets only two 
behaviors (or responsibilities), as these are the only two 
“in arrows” (return interactions are not considered). The 
“out arrows” indicate behaviors to be assumed by the 
destination entities. The state of the entity – i.e., what 
it should remember throughout its existence – consists 
of the customer’s balance. An analysis of the sequence 
diagram in Figure 2 shows that the customer’s balance is 
computed in the fi rst interaction (“Deposit cash”) but it 
needs to be used after this interaction is complete – i.e., in 
the “Buy one unit of item” interaction. Hence, it must be 
remembered by the clerk, and becomes part of its state. 
Note that the “self messages” to the Vending Clerk entity 
are not included in the behaviors in the ESB card. Strictly 
speaking, each such message is also a responsibility of the 
entity, and should be included. However, such messages 
usually refl ect internal algorithm detail, for algorithms that 
are executed in response to interactions that come in from 
external clients of this entity (i.e., the “in arrows”). There-
fore, they may be excluded.

The SEEM analysis phase, unlike many other ap-
proaches, requires the creation of artifacts that rigorously 
and completely describe both the behavior and structure of 
the problem. In fact, thanks to the use of metaphors and 
the focus on workfl ows associated with the provision of 
the service, it may be easier using SEEM to identify the 
behavior, rather than the structure details, such as the 
exact multiplicity in static relationships among classes. 
However, structure details are important and will be 
realized in later phases. Earlier, we had mentioned that 
one of the principal features of SEEM is its emphasis on 
continuous improvement through experience. This feature 
of SEEM is called “Progressive Learning”, and in teaching 
this to students, we would request them to ensure that as 
they realize such details later, they come back and modify 
the artifacts created here to incorporate this knowledge. 
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Emphasis on Progressive Learning makes SEEM highly 
iterative. In fact, this feature would recommend that after 
creating Figure 2 above, we should go back and modify 
Step 6 of the workfl ow description to clarify what it means 
by “verify the balance” – maybe it should be changed to 
refl ect what actually happens between the clerk, shelf and 
item. But this is a double-edged sword – modifying the 
workfl ow description that may be shown to a non-techni-
cal customer can prove to be counter-productive. Some-
one in a managerial capacity would have to make this call. 
Regardless of whether such modifi cation is done or not, 
it must be known which interactions in the sequence dia-
gram correspond to this step, as we described above. 

High quality problem models are essential in ensur-
ing that traceability is maintained as we move to later 
phases, such as design. Students are taught that quality 
can be obtained by creating their own models on the basis 
of quality models already presented to them. Therefore, 
we always present students with a term project that is es-
sentially a GOD system, and they are encouraged to think 
in terms of modeling the behaviors associated with such a 
system in such a way that includes a service coordinator 
entity, “Persistable” entities, collection entities, and so on. 
They are also required to check for internal consistency of 
sequence diagrams, and describe the traceability among 
the problem model entities, either in a presentation, or in a 
written paper. Only after the instructor certifi es the qual-
ity of the problem model are they allowed to move to the 
design phase.

3. solution design using seem 

The analysis phase gave us a clear understanding of the 
problem to be solved. This phase involves incorporating 
features and constraints imposed by the technology re-
quirements of the solution domain in a manner consistent 
with the structure and behavior shown in the problem 
model. A systematic mapping technique must therefore be 
devised. Finding the right mapping technique is critical. De-
sign Patterns have proved to be useful in discovering such 
mappings for a variety of situations in the problem model. 
This section outlines one such use of design patterns. 

As mentioned earlier, SEEM advocates the adop-
tion of a hierarchical approach. Such an approach implies 
that each entity identifi ed in the analysis level sequence 
diagram becomes a potential subsystem that needs to be 
further considered in detail during the design phase. Thus, 
for the Vending Machine example, the vending clerk, shelf, 
item, etc. are all potential subsystems. For each such 
subsystem, the behaviors outlined in its ESB card map to 
use cases for this subsystem. From a SEEM viewpoint, use 

cases are user stories that incorporate elements of the 
solution domain. For each use case, we have to write up its 
associated workfl ow. Due to space considerations, in this 
paper we will only focus on the Vending Clerk subsystem. 
Given our hierarchical mindset, the Shelf, Item and Cash 
Register all become peer subsystems to this subsystem. 
Let us consider the implications of this by looking at the 
“Buy one unit of an item” use case of the Vending Clerk 
subsystem. In order to write up its workfl ow, we need to 
consider the solution domain features that impact this 
workfl ow. These features may require the introduction 
of additional, design-level entities into the model, which 
is perfectly acceptable. In fact, it is the reason why SEEM 
advocates the hierarchical approach.

As we consider the workfl ow for the “Buy one unit 
of the item” use case, the fi rst exercise is to identify the 
system boundary. We must now decide which entities in 
the problem domain will be within the implemented sys-
tem. After discussion with the interested stakeholders, we 
identify the boundary as lying between the customer and 
vending clerk in Figure 2, thus indicating that the vending 
clerk entity’s behaviors will be automated – consequently, 
the vending clerk entity is part of the implementation. 
However, the customer entity still remains outside the 
implementation, and will therefore be a user of the 
implemented system. Therefore, the interaction labeled 
“askToBuy(itemName)” in Figure 2 is identifi ed as one that 
is sent by an external user to an internal system entity. 

For implementations where the principal method of 
interaction between an external user and the implemented 
system is via a GUI, SEEM suggests that the Model-View-
Controller (MVC) pattern [7,10] be used as a design tech-
nique for interactions that cross system boundaries. The 
manner in which MVC can be used is best illustrated by the 
example of the “askToBuy(itemName)” interaction above. 
Recall that the MVC pattern requires the identifi cation of 
a model entity that encapsulates data, and numerous view 
entities that are capable of displaying the data in various 
visual forms. Also, controller entities are those whose sole 
responsibility is to convey user input to the model entity. 
Often, due to the approaches followed in languages like 
Java, the controller functionality is incorporated into view 
entities. Our mapping technique suggests the following:

i. Since the service coordinator entity is always the 
initial, and possibly a continued, interaction point 
for the user of the system, map the service coordi-
nator to a set of objects that conform to MVC. For 
this example, this implies that the vending clerk 
in Figure 2 maps to a set of MVC objects, which 



20 advancing computing and information sciences

should include a model, at least one view, and at 
least one controller. We envisage a model object 
called Vending Clerk (reusing the name of the ser-
vice coordinator entity from the analysis artifacts).

ii. Associated with the Vending Clerk model is a Vend-
ing Clerk View entity, which displays data known to, 
and computed by, the Vending Clerk. Examples 
include computed change, new customer balance, 
etc. as shown in Figure 2.

iii. The Vending Clerk View entity also plays a controller 
role. As part of this role, it, among other things, pro-
vides a means for the user to pick an item name to 
buy, and send the request to buy this item over to the 
associated model. In this section, we focus only on 
this functionality – others can be similarly designed.

On the basis of these realizations, the GUI proto-
type for the Vending Clerk View can be created. SEEM 
strongly urges that such a prototype be created without 
programming – using tools like PowerPoint, or even on 
pencil and paper. The key issue here is to identify the es-
sential components of the View/Controller entity. In this 
case, for example, the Vending Clerk view must contain 
some buttons to enable the identifi cation of an item, and 
also locations to display the change dispensed and new 
customer balance. Figure 4 shows the essential informa-
tion needed in the view (ignoring the aesthetic details for 
now, which are important, and are another distinct part of 
the design process). Figure 4 indicates how the user will 
use a combination of one letter and one number button to 
choose the item to be purchased, and he/she can see the 
item corresponding to each combination and its price.

Figure 4. Quick sketch of Vending Clerk View.

Keeping the above prototype in mind, the workfl ow 
for the “Buy one unit of item” use case can be detailed. A 
sequence diagram corresponding to this use case descrip-
tion is also drawn up. This diagram is shown in Figure 5. We 
need to understand the exact nature of this diagram, and 
ensure that it is traceable to Figure 2. Checking traceability 
involves ensuring that Figure 5 is completely describing completely describing completely
only the behaviors shown in Figure 2, with the additional 

design level entities included. The following points about 
Figure 5 should be noted before checking traceability:

i. This sequence diagram refers to the subsystem 
corresponding to the service coordinator entity in 
Figure 2 – viz., the Vending Clerk. Thus, all entities 
shown with UML Object icons are entities that we 
consider to be part of this subsystem. Peer subsys-
tems are considered external to this subsystem; 
hence they are shown with UML Actor icons. Thus, 
the model and view objects are shown with Object 
icons, and the shelf entity is shown with an Ac-
tor icon. The Cash Register entity from Figure 2 is 
mapped to a simple object of class “CashRegister” 
and made part of this subsystem – it could be made 
a subsystem of its own – that would be perfectly OK 
as well. However, given its simplicity, it is simply 
made part of this subsystem.

In order to extract the full benefi t of a hierarchical 
design approach, it is important to be able to iden-
tify what entities should be made part of what sub-
system. Failing to do this well will result in unwieldy 
design artifacts (e.g., a huge, unreadable sequence 
diagram). It may be necessary to iterate in order to 
discover the right subsystem contents – students 
are instructed to consider each entity in the analy-
sis a potential subsystem, and introduce additional 
design level objects into it. Some re-organization, 
such as with the Cash Register object above, may 
be carried out later. Entities identifi ed as subsys-
tems in Figure 5 may be considered simple enough 
to be single objects, and may eventually be so in the 
implementation. They are shown as subsystems in 
Figure 5 to provide an illustration of the approach.

ii. The UML note on the vending clerk model entity de-
scribes the state of this entity at the point that this 
set of interactions begins. This state is established 
as a result of other use cases (pre-conditions for this 
use case) already having executed at this point. 

Let us now consider the actual traceability between 
Figures 2 and 5. Since we are only considering the “Buy 
One Unit of item” use case, we will only look at the trace-
ability starting from the “askToBuy(itemName)” interac-
tion of Figure 2:

i. The design of the GUI requires the user to enter 
a code (e.g., “A1”) to indicate the item to be pur-
chased. Figure 5 shows this interaction going from 
the user to the view/controller entity, which then 

As we consider the workflow for the “Buy one unit of the item” use case, the first exercise is to identify the 
system boundary.  We must now decide which entities in the problem domain will be within the implemented 
system. After discussion with the interested stakeholders, we identify the boundary as lying between the customer 
and vending clerk in Figure 2, thus indicating that the vending clerk entity’s behaviors will be automated –
consequently, the vending clerk entity is part of the implementation. However, the customer entity still remains 
outside the implementation, and will therefore be a user of the implemented system. Therefore, the interaction 
labeled “askToBuy(itemName)” in Figure 2 is identified as one that is sent by an external user to an internal 
system entity. 

For implementations where the principal method of interaction between an external user and the implemented 
system is via a GUI, SEEM suggests that the Model-View-Controller (MVC) pattern [7,10] be used as a design 
technique for interactions that cross system boundaries. The manner in which MVC can be used is best illustrated 
by the example of the “askToBuy(itemName)” interaction above. Recall that the MVC pattern requires the 
identification of a model entity that encapsulates data, and numerous view entities that are capable of displaying 
the data in various visual forms. Also, controller entities are those whose sole responsibility is to convey user input 
to the model entity. Often, due to the approaches followed in languages like Java, the controller functionality is 
incorporated into view entities. Our mapping technique suggests the following:

i. Since the service coordinator entity is always the initial, and possibly a continued, interaction point for 
the user of the system, map the service coordinator to a set of objects that conform to MVC. For this 
example, this implies that the vending clerk in Figure 2 maps to a set of MVC objects, which should 
include a model, at least one view, and at least one controller. We envisage a model object called 
Vending Clerk (reusing the name of the service coordinator entity from the analysis artifacts).

ii. Associated with the Vending Clerk model is a Vending Clerk View entity, which displays data known 
to, and computed by, the Vending Clerk. Examples include computed change, new customer balance, 
etc. as shown in Figure 2.

iii. The Vending Clerk View entity also plays a controller role. As part of this role, it, among other things, 
provides a means for the user to pick an item name to buy, and send the request to buy this item over
to the associated model. In this section, we focus only on this functionality – others can be similarly 
designed.

On the basis of these realizations, the GUI prototype for the Vending Clerk View can be created. SEEM strongly
urges that such a prototype be created without programming – using tools like PowerPoint, or even on pencil and 
paper. The key issue here is to identify the essential components of the View/Controller entity. In this case, for 
example, the Vending Clerk view must contain some buttons to enable the identification of an item, and also 
locations to display the change dispensed and new customer balance. Figure 4 shows the essential information 
needed in the view (ignoring the aesthetic details for now, which are important, and are another distinct part of the 
design process). Figure 4 indicates how the user will use a combination of one letter and one number button to 
choose the item to be purchased, and he/she can see the item corresponding to each combination and its price.
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has been given the responsibility of mapping it to 
an item name. The view/controller entity then for-
wards the item name to the model entity, using the 
“askToBuy(itemName)” message. Note that in Fig-
ure 2, we just had the one “askToBuy(itemName)” 
message from the customer to the vending clerk, 
thinking that the customer simply told the clerk 
what she wanted. This “telling”, in the computer 
domain, maps to the entry of an item code to the 
view/controller, the mapping of this code to a name 
by the view/controller, and the conveyance of this 
name to the model.

ii. The next interaction in Figure 2 is the “self message” 
using which the vending clerk identifi es the shelf to 
look at. Earlier, we explained that the details of how 
this is done would be shown in a later phase. In Fig-
ure 5, we now see that we explicitly indicate that the 

vending clerk model entity should know a collection 
of shelves. It then uses the item name to index into 
this collection and retrieve the shelf entity (actually, 
the shelf subsystem) it is interested in. The “identi
fyShelf(itemName)” self-message in Figure 2 thus 
traces to the message “getShelf(itemName)” sent 
to the collection of shelves in Figure 5.

iii. The next interaction in Figure 2 is the “getItem-
Price()” interaction sent to the shelf. The same
interaction is shown in Figure 5, emanating from 
the vending clerk. Note that, in Figure 2, from the 
vending clerk entity’s point of view, the shelf carries 
out other interactions to get the price, which are not 
of concern to the vending clerk. All that the clerk 
is concerned with is that the price is returned to it, 
which is shown in the return arrow labeled “price” 
in Figure 2. This return of the price value is exactly 

Figure 5. Design Sequence Diagram of “Buy One Unit of Item” use case from perspective of Vending Clerk subsystem.

Figure 4. Quick sketch of Vending Clerk View

Figure 5. Design Sequence Diagram of “Buy One Unit of Item” use case from perspective of Vending Clerk subsystem

Keeping the above prototype in mind, the workflow for the “Buy one unit of item” use case can be detailed. A
sequence diagram corresponding to this use case description is also drawn up. This diagram is shown in Figure 5. 
We need to understand the exact nature of this diagram, and ensure that it is traceable  to Figure 2. Checking 
traceability involves ensuring that Figure 5 is completely describing only the behaviors shown in Figure 2, with the 
additional design level entities included. The following points about Figure 5 should be noted before checking 
traceability:
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what we see next in Figure 5. The internal details of 
how the price is actually obtained are of concern to 
the Shelf subsystem, and will be shown in the design 
artifacts for that subsystem. Both the vending clerk 
service coordinator entity of Figure 2, and the vend-
ing clerk model entity in Figure 5, ask the shelf for 
the price, and get it a bit later from the shelf. Trace-
ability is thus maintained. Interested readers may 
contact the authors for the other subsystem (e.g., 
shelf) artifacts.

iv. The “self message” labeled “compare(…)” in Figure 
2 traces trivially to the “compare(…)” message in 
Figure 5. The next interaction in Figure 2 is the “sellI-
tem()” interaction from the clerk to the shelf. Note 
that there is an identically named instruction in Fig-
ure 5. Once again, details of the actual selling, such 
as decrementing of the inventory count, are not 
shown here, but will be part of the shelf subsystem. 

v. The actual dispensing of the sold item, shown in-
volving the vending clerk in Figure 2, is absent from 
Figure 5. This is because at the design level the “dis-
pensing” of the sold item simply involves displaying 
a message on the shelf’s view object indicating the 
sale. While not shown here, the view/controller ob-
ject vending clerk view of Figure 5 is actually com-
posed of numerous shelf view objects as well (the 
rectangles labeled “Candy” and “Coke” in Figure 4). 
The use case describing the creation of the vend-
ing clerk view object will ensure that. The shelf will 
send a message about the sale to its view, which is 
part of the vending clerk’s view, thus, in some sense, 
involving the vending clerk.

vi. The remaining interactions in Figure 2 trace trivially. 
Note that the interactions shown in Figure 2 as go-
ing back to the customer actually go the view entity 
in Figure 5. This is a correct mapping, as the user is 
expected to physically see the view entity.

From these design level sequence diagrams, drawn 
up for all use cases of all entities, class diagrams and CRC 
cards can be derived. Class diagrams show the static 
relationships between the design entities, and the CRC 
cards describe the attributes and the methods of each 
class. SEEM recommends that both these artifacts be 
created, because our experience using the standard three-
compartment notation in class diagrams to describe the 
details of the class itself results in very unwieldy and hard-
to-read class diagrams. 

Class diagrams provide a “big picture” of all relation-
ships. For example, Figure 5 indicates that a class diagram 

should show that a Vending Clerk class aggregates 1..N 
shelves. This implies that the code of the Vending Clerk 
class should have in its attributes some data structure 
indicating a collection of shelves (a Hashtable is probably 
the best, given the need to retrieve an element of the col-
lection by name). The same information could be shown 
in the CRC card for Vending Clerk, but our experience with 
the students indicates that the big picture is still useful. 
CRC cards primarily show methods and attributes. Figure 
5 indicates that the Vending Clerk entity must have a CRC 
card that indicates it must have “String customerBalance” 
as one of its attributes and “public void askToBuy(String 
itemName)” as one of its methods. Similarly, the Vending 
Clerk View entity’s CRC card must show that it has a “pri-
vate String map(String itemCode)” method (to map item 
code to item name), a “public void showChange(String 
change)” method and a “public void showBalance(String 
balance)” method (Note: we are using the String type 
for all variables here to avoid typing issues that are not 
relevant to this discussion). In addition, it must have in 
its attributes a table that maps item codes to item names. 
Sequence diagrams for other use cases will also contribute 
to these CRC cards. When the CRC cards are completed, 
they become the starting point for the implementation, as 
described in the section below.

Just as the ESB cards of the analysis phase are de-
rived from the analysis level sequence diagrams, the CRC 
cards are derived from the design level sequence diagrams. 
The behaviors in the ESB cards and the methods shown in 
the CRC cards are both derived from the “in arrows” to the 
entities in the sequence diagrams. Both ESB cards and CRC 
cards are created from the “union” of all sequence diagrams 
that entity is involved in. The names of the sequence dia-
grams that involve a particular named behavior are listed in 
the Context section of the ESB card, next to the behavior it-
self. In the corresponding Collaboration section of the CRC 
card, however, we list the names of the other classes this 
class collaborates with in executing that method, which 
can also be seen from the sequence diagram. The reason 
for this subtle difference is a bit involved, and the interested 
readers may contact the authors for the same.

4. implementation using seem 

Using the CRC cards for each entity, the initial code can 
be drawn up. Having realized that each design level entity 
will actually be implemented as a class, we begin by tak-
ing a naïve approach to drawing up the code skeletons on 
the basis of the CRC cards, we get the Java code skeletons 
for the Vending Clerk and Vending Clerk View entities 
shown in Figure 6.
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The code in the bodies of the various methods 
should be such that it is traceable from the design level 
artifacts – most notably, the sequence diagram shown in 
Figure 5. Note that the VendingClerkView class imple-
ments the Java ActionListener interface, since it needs 
to play the role of a controller as well. It will respond to the 
two button clicks choosing A or B and then 1 or 2, and then, 
from the actionPerformed() method, it will call the ask-
ToBuy() method of VendingClerk. We thus realize that the 
VendingClerkView class is coupled to the coupled to the coupled VendingClerk
class. Let us assume that this is acceptable (i.e., we accept 
the principle that it is OK for view/controllers to be tightly 
coupled to their associated model). However, when we 
consider the code that should be in method askToBuy() of 
VendingClerk, then looking at Figure 5, we realize that this 
method needs to call back the VendingClerkView object’s 
showChange() and showBalance() methods. This implies 
that VendingClerk must know the VendingClerkView im-
plementation – i.e., VendingClerk is also tightly coupled to 
VendingClerkView. Coupling from model to view is usually 
considered unacceptable in MVC implementations. Such 
a naïve implementation is, therefore, unacceptable.

Students are taught coding idioms that can achieve 
implementations with high cohesion and low coupling 
– implementations that are traceable from the design 
artifacts. A suitable coding idiom that is appropriate 
for the MVC pattern is the Java infrastructure that sup-

ports the Observer [7] pattern – namely, the interface 
java.util.Observerand the class java.util.Observable. 
In order to use these appropriately within the MVC frame-
work, the model object must extend the Observable class, 
and the view/controller must implement the Observer
interface. The idiom further requires that the code assume 
the form shown in Figure 7.

This implementation is also traceable from Figure 
5, even though the VendingClerkView class has no show-
Change() and showBalance() methods. Their functional-
ity is incorporated into the update() method required by 
the Observer interface. Since the Observer object registers 
itself with its associated Observable using the addOb-
server() method, the model object has references to its 
views via its superclass. Also, these references are to the 
interface implemented by the views, and not their actual 
implementations. Consequently, the actual code written 
by the students for the model object need not contain any 
explicit references to the view class implementation, thus 
reducing coupling. Students are then told how they can re-
use the same model object code as is with a different view 
class – perhaps one that uses means other than the A/B/
1/2 buttons to indicate the item to buy. They realize that 
as long as this new view incorporates the same functional-
ity as required by Figure 5, and implements the Observer
interface in doing so, it can be used with the VendingClerk
object as written.
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register itself as an observer with the Vending Clerk. Such 
an approach will be considered by SEEM as having a high 
“Degree of Ceremony” (DoC). High DoC typically implies 
additional phases and the creation of artifacts associated 
with those phases. 

It should be noted that the Java Observer infra-
structure is not the only possible choice for a coding idiom 
that can implement the MVC pattern “well”. The authors 
have shown in [8] that using the Property Change Listener 
infrastructure in the Java Beans framework achieves an 
even better quality implementation in terms of extensi-
bility (i.e., if new functionality is added to the workfl ows 
shown in Figures 2 and 5) and scalability (multiple views 
subscribing to the same model). The authors have also 
worked on a framework that can reduce the coupling from 
view to model [10]. In general, it is possible to discover 
numerous coding idioms that are traceable to a particular 
design. Likewise, given a solution model, it is possible to 
devise different designs that trace to the problem work-
fl ow. Evaluating these alternate strategies is a subject of 
ongoing SEEM research, as outlined in [8].

If Design Patterns are made an integral part of the 
Software Engineering course (admittedly a diffi cult task 

Note that irrespective of whichever coding strategy 
is used (either the naïve approach, or the more sophisti-
cated use of the Java Observer infrastructure), the code 
is still traceable from Figure 5. The code that we have 
discussed above really relates to the manner in which 
the vending clerk view object of Figure 5 sends user in-
teractions to the vending clerk model object and receives 
callbacks from the model. The behavior that we are focus-
ing on is essentially the fact that a message is sent from 
a view/controller to a model, resulting in one or more 
callbacks from the model back to the view/controller. Both 
the naïve and sophisticated approaches are essentially 
implementing this behavior, one better than the other. 
Note that it is entirely possible using SEEM to go through 
multiple design phases. When the naïve implementation 
of Figure 5 is found unacceptable, the team leader could 
indicate that an additional design phase is necessary, 
focusing on the interaction between the Vending Clerk 
and Vending Clerk View classes. This design phase could 
result in class diagrams that show the former as extend-
ing java.util.Observable and the latter as implementing 
java.util.Observer. Sequence diagrams for the “create” 
use case of Vending Clerk view could show that it needs to 
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in a one-semester course, but possible in a two-semes-
ter sequence), and students are taught coding idioms for 
the various design patterns, then we have found that if 
we explain exactly how the same behavior fragment of a 
sequence diagram traces exactly to the different coding 
idioms, high DoC is not necessary. Students then realize 
that if they have a situation where “there is a call from a 
view/controller to a model, and the model calls the view/
controllers – possibly multiple ones – back”, then this is a 
context where the Observer pattern applies. They should 
therefore look at the various coding idioms they know of 
for the Observer pattern, and decide which one to use.

5. discussion and conclusion 

Use of the approach described in this paper for two Soft-
ware Engineering classes at SUNY Brockport has proved 
very successful. Student success was measured by an 
experiment in which the students were given a problem 
statement written in plain English at the very beginning 
of the semester (for a Hotel Reservation problem). They 
were asked to come up with a class structure and class 
signature (attributes, methods) for each class. These were 
then handed to the instructor, who kept them sealed until 
the end of the semester. Once the project was complete, 
the instructor compared the fi nal design with that done 
at the beginning of the semester. Each student was also 
asked to evaluate his/her own pair of designs. 

The improvement in quality was remarkable. The 
instructor found the most remarkable improvement in a 
student who had a purely functional “design” in the begin-
ning of the semester – i.e., he had classes called “Reserve”, 
“Checkin”, “Checkout”, etc. By the end of the semester, he 
realized that the actual classes should be called “Room”, 
“Reservation”, etc. and have the appropriate methods in 
them. His self-evaluation at the end of the semester in-
cluded the following statement:

• The SEEM process let me identify classes, variables, 
methods and objects much more cleanly. Further-
more, the process makes it much easier to code and 
that code is less prone to errors. SEEM made me 
realize that implementing the code should always 
be the easiest part and if there are problems SEEM 
tells you to go back and correct the problem in the 
design so everything is consistent.

Some other quotes from students:

• SEEM enabled me to fi gure out how to get reduced 
coupling and increased cohesion in general. It 

enabled me to break apart too complex entities. 
Through the SEEM design process, I could identify 
the entities and the responsibilities designated to 
them, and I had increased cohesion. I was able to 
lower the amount of entities they would have to 
“talk” to, so I had lower coupling. (Student then 
gives an example from his project).

• Before taking this course, I would have looked at 
a problem and sketched out a quick diagram of 
what I felt the needed classes would be to imple-
ment the solution. Sometimes this would work, and 
sometimes I would fi nd out that my design was 
not workable and I’d have to completely scrap the 
design and create an entirely new one. By learning 
a concrete problem solving methodology with an 
Object Oriented pattern kept in mind at all steps of 
the process I feel that I am much more able to cre-
ate the correct OO setup. Traceability is one thing in 
SEEM I found to be very benefi cial.

A major advantage of adopting an approach that 
strongly advocates the maintenance of strict traceability 
throughout the process is that it is possible to largely use 
a single case study throughout the semester and show 
how various software engineering concepts apply to that 
project in taking it from conception to realization. UML, 
for example, is shown as an essential tool to use in real-
izing the system instead of a cumbersome documentation 
requirement that has no bearing on the actual code. Simi-
larly, design patterns are presented in context – i.e., you see 
the “problem situation” that requires the application of a 
particular design pattern. Thus, instead of simply memo-
rizing a catalog of design patterns, you see the exact, non-
technology oriented situation where a particular pattern 
like MVC applies. We have identifi ed similar contexts for 
the Adapter, Factory and Singleton design patterns, and 
part of our ongoing work involves covering all the most 
commonly used patterns. Finally, the SEEM process also 
makes it possible to understand the importance of cohe-
sion and coupling – again, because it is considered in the 
context of the problem and case study. The nature of the 
workfl ow created at the analysis level, and the objects 
incrementally added at the design and later levels provide 
concrete locations for considering cohesion and coupling. 
Consider, for example, the additional requirement im-
posed in Figure 5 that the item code selected by the user 
should be mapped to an item name. This responsibility 
is given to the Vending Clerk View entity. Is it natural to 
make this entity assume this responsibility? The answer is 
yes because this entity also plays the role of a controller, 
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and no one else is interested in knowing which item code 
the user entered. The view/controller entity, therefore, has 
good cohesion. Coupling in the implementation is already 
discussed above.

We conclude by stating that we hope to use the 
SEEM process more extensively in our Software Engineer-
ing classes, and even look into how aspects of the process 
can be incorporated earlier into the curriculum – for exam-
ple, how it may be used to teach CS-1/2 in a truly “Objects 
First” manner. We believe that SEEM can be a vehicle stu-
dents use to evaluate the quality of their designs based on 
sound engineering principles before they get to the coding 
stage. This may go a long way towards ameliorating the 
software crisis that exists even in student projects in col-
lege. We welcome other inputs on this approach.
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